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ABSTRACT

The concept of ephemeral adaptation was introduced by Findlater et al. [3] to reduce visual search time in GUI menus, while preserving spatial consistency and minimizing distraction. We extend this concept to the challenge of launching apps on smartphones through searching and selecting their icons. To this end, we created various ephemeral highlighting effects, based on preattentive visual properties such as motion and color.  We conducted multiple cycles of rapid design and evaluation from which Twist (icon rotates back and forth) and Pulse (icon grows and shrinks) appeared to be the most promising. We conducted a controlled experiment comparing these two effects to a control condition with no effect. We found that they result in an 8-10% performance improvement and are subjectively preferred.  
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INTRODUCTION

The growing variety and number of mobile applications, or apps, have dramatically expanded the functionality of mobile phones. Not surprisingly, the number of apps installed by users has rapidly increased over recent years [1]. This growth has resulted in several usability problems, one of which is visually searching for the desired icon in order to launch an app [1].  This problem is exacerbated because the icons that are commonly used for these apps are complex and lack adequate discriminatory features [2].
On the other hand, a number of characteristics associated 



with the regular patterns of app usage have been reported that can be leveraged in order to speed up access. Specifically, research has shown that only a small proportion of apps are used frequently, and users use different apps in different contexts [1,5,6]. These characteristics have enabled successful prediction of the most probable app selections [5,6]. 
To address the problem of accessing app icons, GUI researchers have tried to leverage these predictive models by designing adaptive interfaces that speed up access of the predicted icons. 
Two common techniques for visually distinguishing the predicted icons from other distractor icons have been studied
: static highlighting using a bright surrounding halo [6]; and copying 

the likely-to-be-used apps to a separate part of the interface [6]. None of these techniques have been shown to significantly improve the icon selection performance. The main problem with static highlighting is that its permanence can be distracting when the user is trying to find a target icon that is not predicted by the algorithm. On the other hand, copying icons changes the order of the copied icons in the part where they are shown and the spatial inconsistency has been shown to confuse users [4,6].
In the context of menu selection, Findlater et al. addressed the visual search problem by introducing a technique called ephemeral adaptation [3]. It involves first displaying the predicted items followed by a gradual fading in of non-predicted items, maintaining spatial layout throughout. Ephemeral adaptation was shown to work better than static highlighting. Ephemeral adaptation essentially uses the temporal dimension to attract users’ attention to predicted items.
Inspired by this idea, we extended and evaluated the concept of ephemeral adaptation in the context of icon visual search on smartphones, which is a more complicated visual task than selecting items from a menu. Menu items are dominated by their text label (although they occasionally have a small icon), whereas apps are dominated by their large icon, and these icons vary considerably in complexity. We can leverage the human visual system by adjusting a range of pre-attentive attributes such as motion and color to make some icons more salient. 
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The contribution of this paper is as follows. We are the first to extend the ephemeral technique to visual icons. We explore the design space of ephemeral highlighting for visual icons through rapid iterative design and evaluation cycles. In doing so we document which pre-attentive visual attributes work well and which do not. The two most promising ephemeral visual effects that emerged were Twist (icon rotates back and forth) and Pulse (icon grows  and shrinks), as shown in Figure 1. Indeed, our controlled experiment shows that these two effects significantly improve search performance over a baseline control condition, independent of the number of pages of icons and the accuracy of the predication algorithm used. They are also preferred subjectively.
EPHEMERAL HIGHLIGHTING EFFECTS

Design considerations
In designing our ephemeral adaptation effects, we had the following goals: attract attention to predicted icons, maintain spatial consistency, and minimize distraction to be suitable for prolonged use. Therefore, our designs make predicted icons stand out on preattentive visual properties such as size, orientation, colour, lightness or blur []. Although it is a strong preattentive visual property, we dismissed flicker effects, as we felt it unsuitable for prolonged use. Figure 1 shows a sample set of designs. The nature of the individual properties means that we either directly transform predicted icons to make them more salient (e.g.  Shrink - starting out larger than surrounding icons and then shrinking to the appropriate size), or dim all the non-predicted icons to make the predicted ones stand out - an approach we refer to as indirect highlighting (e.g. Blur - blurring all but the predicted icon). 

Each preattentive property includes a number of parameters that further expand the design space. For instance, we considered a range of angles for Rotate, from 20° to 180°, and explored different sizes for Shrink, from 10% larger to 50% larger. Additionally, we experimented with applying the opposite effect (“Grow”) with sizes from 10% to 50% smaller. For indirect highlighting effects, we varied the alpha value (“Transparency”) of the non-predicted icons from .1 to .5, and the Gaussian blur radius from 2 to 10.

Because we want these highlighting effects to be ephemeral, the interface must return to its normal state after a certain period of time. The total duration of the effects is therefore a critical parameter. Findlater et al. explicitly compared 250ms and 500ms, and found the latter to be the most effective. However, 500ms was often not enough to properly display the indirect highlighting effects; therefore we increased the total duration for these effects up to 1000ms.

To make the effects more visually appealing, we added smooth transitions between the highlighted state and the normal state. In the case of an indirect highlighting effect like Greyscale, the colours of the non-predicted icons simply fade in slowly. For Size and Orientation, the predicted icons are animated back to their normal appearance (hence the names “Shrink” and “Rotate”). Since the effects were more visually appealing, we also added smooth transitions at the beginning of the effects to reach the highlighted state. For example, Twist and Pulse are variants of Size and Orientation with a continuous animation from normal to highlighted then back to normal. There is therefore no abrupt visual change when a new page of icons is loaded.

We explored different durations for these transitions between states, from 100ms to half the total effect duration, to the entire duration of the effect. Long transitions feel smoother, while short transitions are snappier. We found that a pause at the highlighted state was useful for the indirect highlighting effects, as it gave more time to find the highlighted icons; however, this pause was found superfluous and even annoying for the direct effects.
Preliminary feedback

We iteratively refined our design via informal evaluation with five representative users, and then conducted a pilot study with 10 participants. Participants were asked to select as quickly as they could a target icon among several pages of apps on a smartphone, with different ephemeral highlighting effects. The goal was to identify the most promising effects, and to adjust their parameters (amplitude, total duration, transition duration). The findings of both evaluations are summarized below.

Blur was discarded early: in-focus icons could hardly be told apart from blurred ones, unless the non-predicted icons were degraded to unrecognizable color blobs.

Colour and Lightness were more effective than Blur, but participants sometimes had trouble identifying which icons were highlighted, especially if several were highlighted on the same page at once. Colour was particularly problematic: as one of our participants pointed out, “some of the icons don’t have a color, to begin with!” Additionally, all three indirect highlighting effects share the same weakness: they degrade the appearance of the non-predicted icons, making them less recognizable. If the prediction of the algorithm is wrong, this makes it harder for users to find the icon they are looking for. The only thing users can do in this situation is to wait for the ephemeral effect to end, and the non-predicted icons to return to their normal appearance – which of course diminishes the benefits of this technique.

The effects involving some form of motion were found to be the most effective: Shrink, Rotate, Twist and Pulse. This is not surprising, since previous work has shown that motion is better than colour changes for attracting attention []. First, increasing the size of an icon is more likely to attract attention than decreasing it, because it visually corresponds to an object coming towards the observer. Additionally, one participant indicated that it made more sense to them for important icons to become bigger, not smaller. Most participants expressed a preference for Pulse over Shrink, finding it “more aesthetic” and having “an organic feel”. Twist was unanimously well received, and described as “cute”, “playful” and even “chic”. We therefore selected these two effects for further study, as they were both more effective than ones based on Colour and Lightness and preferred over the other motion effects.
The parameters that we eventually settled on for these two effects are: a maximum size of +25% for Pulse, and a maximum angle of ±15° for Twist. The total duration was 450ms for both, split in 2 x 225ms for Pulse (grow then shrink), and 4 x 112.5ms for Twist (rotating clockwise to +15° for ¼ of the time, then counter clockwise for ½ of the time to -15°, then back to starting position). We added a short 100ms delay before starting Pulse just for aesthetical reasons.
Experiment

Based on the feedback from our informal evaluations, we selected the two most promising highlighting effects, Pulse and Twist, and compared them with a control (no effect) condition. We wanted to understand how much performance gain highlighting effects could yield and whether the performance would be influenced by the number of pages a user had to search through or the accuracy of the prediction algorithm. 

Methodology
Participants & Apparatus

In all, 12 participants were recruited from a local university (mean age 25, 4 females). 6 were Android users and 6 were iOS users
. On average, participants had 50 apps across 3.8 “pages” on their phones (1 min, 7.5
 max pages). The experiment application ran on two Google Nexus 5 devices.

Task 
The experiment comprised of a sequence of icon selection tasks on a custom experimental system.  Participants were shown a target icon consisting of an image and a label. Tapping once on the screen brought users to the first page of 20 icons, arranged in 5 rows and 4 columns. Participants could navigate through the pages by swiping left or right. Once participants had clicked on an icon, the target for the next trial was displayed. If an icon other than the target was selected, the application provided feedback and proceeded to the next trial. The system stopped and reported a timeout if a participant spent more than 20 second on a trial.

To generate a sequence of icon selections, we followed the approach taken by Cockburn et al []: target icons were randomly sampled from a Zipfian distribution. For 40 trials, the relative frequencies were 8, 5, 3, 3, 2, 2, 2, 2, 2, 1, 1, 1, 1, 1, 1, 1, 1, 1, 1, 1 
(Zipfian R2 = .93).

Adaptive interfaces are known to cause user frustration when accuracy is inadequate [Gajo-CHI08]. It would be interesting to know how prediction accuracy would influence icon selection. Prediction accuracy is defined as the percentage of trials in which the target icon is among the ones predicted by the algorithm (and therefore it is highlighted with one of our effects). To get more realistic accuracy levels, we looked into Shin et al.’s [] work on comparing various adaptive algorithms for app-usage prediction on smartphones. We picked 80% and 95% as the two accuracy levels in our custom prediction algorithm.

The accuracy of an algorithm increases with the number of apps predicted: predicting 9 apps could give 80% accuracy and 18 apps produced 95%. Based on our pilot study, we decided to highlight, on average, three icons per page to ensure that participants could perceive all of them. Given three icons per page and 9 or 18 icons to highlight in total, participants would search through 3 or 6 pages of icons. 

Similar to Findlater et al. [], our prediction algorithm was a mix of three selection strategies: most frequently used (MFU), most recently used (MRU) and random selection (see Table 2 for a breakdown).

	# of pages
	Total # of icons
	# of icons predicted per strategy

	
	
	MFU
	MRU
	Random

	3
	9
	6
	1
	2

	6
	18
	12
	2
	4


Table 2. Breakdown of the icons predicted by each strategy

Procedure

The experiment fit into a single 90-minute session. Participants first completed a demographic questionnaire. Participants went through 12 combinations of the 3 factors. In each combination, participants had 1 practice trial to prepare themselves for the number of pages and the highlighting effect they would see next, and this was followed by 40 timed trials.  Participants first saw the 6 combinations at one accuracy level. They took a short break before moving onto the combinations with the other accuracy level. Participants were informed that the prediction may occasionally be wrong, and they were told at the beginning of their second assigned accuracy level that the algorithm had changed and it could be better or worse than before. After each accuracy level, participants were given a questionnaire with 6 subjective Likert scale questions
. At the end of the study, a questionnaire asked for comparative rankings of the 3 effects. Each participant completed 480 trials (12 combinations by 40 trials) for a total of 5760 trials across all 12 participants.

Design

A 3-factor repeated-measure design was used:

· Highlighting Effect – Twist, Pulse, Control (no effect)

· Prediction Accuracy - High (95%) or Low (80%)

· Number of Pages - 3 or 6 pages of apps 

Prediction Accuracy and Number of Pages were fully counterbalanced across participants, while Highlighting Effect was partially balanced with a Latin Square design.
Results

Prior to the analysis, we removed all the trials that ended with a timeout. Out of 1920 
total trials (12 participants * 3 combinations per condition * 40 trials), we removed 32, 30 and 27 timeouts corresponding to Control, Twist and Pulse, respectively. Additionally, participants selected the wrong icon 39, 33 and 22 
for Control, Twist and Pulse, respectively. These trials were excluded as well, to avoid disadvantaging Control. Regardless, the outcomes of the analysis presented below do not change whether incorrect and timeout trials are included or not.
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Figure 2. Selection times in each combination of accuracy and number of pages.

Speed

Speed was measured using the median selection time, calculated as the time from tapping on displayed target icon to selecting an icon. We ran a repeated measures ANOVA on selection time with Highlighting Effect, Accuracy, and Number of pages as factors. As Figure 2 shows, there was a significant main effect of Highlighting Condition(F, p, n). Using Bonferroni correction, Twist and Pulse were both significantly faster than control (p and p), but not significantly different from each other (p).  As expected, there was a main effect of the number of pages (F, p, n), with trials for 6 pages being much longer than trials for 3 pages. However, there was no main effect of accuracy (p), nor any interaction effect (all p>).

Subjective findings

We ran non-parametric Friedman tests 
on both Likert scale and comparative ranking. Contrary to our expectation, no significant difference was found between levels of prediction accuracy. High and low accuracy did not affect participants’ preference and perceived performance between Highlighting Effects.

There were significant differences in both user preference and their perceived performances between Highlighting Effects, χ2(2,N=12) = 9.23, p < .05, and χ2(2,N=12) = 10.51, p < .01, respectively. Post hoc analysis with Wilcoxon signed-rank tests was conducted with a Bonferroni correction, resulting in a critical significance level at p = 0.017.  Pulse is significantly more preferred than Twist (Z = -2.47, p = 0.014) and Pulse is perceived to be significantly faster than Control (Z = -2.48, p = 0.013).
DISCUSSION

The results of our experiment demonstrate the potential of extending ephemeral adaptation to finding app icons. Both Pulse and Twist were faster than no effect, by 8 to 10% 
- a speedup comparable to previous work in adaptive interfaces [Leah]. Interestingly, the two levels of accuracy did not impact the performance of the participants, which means that performance is not sensitive to having a near perfect prediction algorithm – users benefit from this technique even at 80% accuracy, which is easily achievable by using MRU or MFU icons, for 9 highlighted icons or more [CMU paper]. In addition, there was no interaction effect between condition and the number of pages, which means that our technique can work well either with an average or a large number of pages of apps. 

Although Twist and Pulse fared similarly in terms of selection time, participants expressed a preference for Pulse, judging it more effective for finding icons and less distracting than Twist. One possible explanation is that rotating the icon creates a motion blur stronger than scaling it up and down. So even if both effects are as effective at signaling which icons are highlighted, it may be harder to recognize an icon that twists than one that pulses.

While our results are promising, our experiment has some limitations, which come mostly from the simplified homescreen 
that we used. Recent mobile operating systems offer several mechanisms to help users launch apps, such as sorting them alphabetically, or allowing users to customize their homescreen by repositioning icons or grouping them into folders. Our technique should still provide benefits if apps are sorted alphabetically, or grouped into folders (the highlighting would follow the folder hierarchy). However, if users have moved all their frequently used apps to the first page of their homescreen, the prediction algorithm should be modified to avoid highlighting more than, for instance, five icons per page. Arguably, the top most frequently used apps do not have to be highlighted, since users have learned their positions already.
 Finally, past work suggests that most users do not customize their homescreens, which suggests that our results for ephemeral highlighting is a promising solution to the problem of visual search on mobile homescreens. [?].  

As we show in this paper, ephemeral adaptation is a promising technique to speed up the selection of app icons on smartphones. But the usefulness of this technique is not limited to smartphones. It can be used in any context that involves selecting an image among a large set of images: music libraries, photo albums, and the app panels that appear on recent desktop operating systems such as Windows 8 and Mac OS X.
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Figure � SEQ Figure \* ARABIC �1�. Direct and indirect ephemeral highlighting effects. Each effect is labelled with the preattentive visual property that it leverages (top), and the name we gave it to describe them to participants (bottom, in quotes).The top label indicates which preattentive visual property the effect is leveraging, the bottom one between quotes is the name we gave it to convey that idea to participants.
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�why are the error bars so large? Are you using stdev or stderr? I think it might throw people off.


�Where does this number come from


�Maybe report percentage instead?
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JM: What you have now is not unreasonable. Just make the caption more descriptive so readers know what 80 3 stands for.


�The Aligned Rank Test is not mentioned; it was only used to test both accuracy and highlighting effects. But, I am only reporting the 1-factor Friedman test.
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�These numbers should first appear in the results.


�Was this clearly described earlier?


�This comes out of nowhere – we either need to show some analysis in the results or add a bit more detail here to help the reader.


�I think you should talk more about abrupt vs continuous changes. This separates some of the designs from Twist and Pulse, and better organizes the work. It’s another dimension of the design space that you explored.


�The langauge or highlighting and prediction get very confusing (a point I've made from the outset). They need to be cleanly separated. We cannot say that we are applying greyscal to a non-highlighted icon. Applying any visual effect is a form of highlighting. It is weather we are highlighting the predicted ones in a way to make the predicted icons stand out, or we are highlighting the non-predicted ones to make them less salient.


�I think it’s better if you just color/shade the active highlighting techniques vs passive highlighting in the table and then refer to them here. 
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