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MB >> To address in rebuttal (mostly against R1)

· generalizability of findings and interrupting tasks used (cross-cut with CT's taxonomy?)

CT >> have to be careful with how this is done because it was not well-received :( 

- defending our methodology and its strong ties to the C-TOC motivation, possibly changing the title to reflect this - the methodology was not a contribution - if the C-TOC methodology is dropped, this becomes a Psyc journal paper. R1 doesn't offer guidance here, as to whether CHI is still the right venue if we drop C-TOC from the methodology and focus on "finer" measurements. 

-- coarse vs. fine measurements of COI - notice the difference in opinion b/w R1 and R3 - defining the COI was not our contribution,  R3 does not offer suggestions for "finer" measurements of COI; a history of measuring the COI

-- clarifying the methodology with that fancy tell-all figure from my thesis (but what to cut?)

- a defence of participant age groups / exclusion criteria

- re: results - why we were surprised?

Reviews of submission #121: "Effects of Interruptions on Older Adultsí

Computerised Cognitive Test Performance"

------------------------ Submission 121, Review 4 ------------------------

Reviewer:           primary

Your Assessment of this Paper's Contribution to HCI

   This paper investigates the impact of two different kinds of

   interruptions on three age groups.  The goal of this research is to

   understand the impact of interruptions on older adult's performance

   during computerized tests, so  these tests can be designed to accommodate

   unsupervised testing, in environments where interruptions are likely. The

   authors conducted a lab-based study evaluating three different kinds of

   interruptions during two different tasks.  One of the most interesting

   findings was that interruptions did not impact accuracy scores, but

   caused older adults to take longer to resume the primary task. In

   addition to presenting many findings from this evaluation, this paper

   also describes design implications and guidelines for incorporating these

   findings into future systems. 

   The authors are exploring an important area, as unobserved assessment has

   many benefits and is becoming common in aging care.  The authors make a

   good claim for why studying in-home interruptions is important and how

   interruption impact might depend on age, task and type of interruption. 

   This paper describes interesting findings that may be relevant to other

   CHI researchers looking at the impact of interruptions for other groups

   doing different tasks. Additionally, the design implications for

   computerized assessment may be useful to additional populations who may

   be at risk for interruptions. 

Overall Rating

   4.0 - Possibly Accept: I would argue for accepting this paper 

Review

Expertise

   3  (Knowledgeable)

The Meta-Review

   While most of the reviewer feedback on this paper is positive, I would

   encourage the authors to address the criticism by R1 regarding the

   generalizability of this paper in their rebuttal, and consider changing

   the title to reflect this feedback. Additionally, R1 is concerned about

   the lack of consistency in related work for a universally accepted

   definition, and methodology to measure COI.   As a result, this reviewer

   is concerned that the authors created their own methodology, which may

   have been too specific to the C-TOC system. 

MB >> re: generalizability, we have external validity via the domestic interruption paper. re: generalizability to other application areas, we could expand on the use cases suggested in the final paragraph of design implications (online banking, travel booking, etc.).

MB >> re: title: dropping "effects", "interruptions and computerised cognitive testing for older adults"

CT: How about “Investigating interruptions on older adults’ computerized cognitive testing”?

MB >> re: COI methodology: address a historical trend in measuring COI from coarse to fine DVs: failure to resume a task following an interruption (coarse, O'Connail 95) to fine (task resumption time (fine, Iqbal 07, Trafton 03). I will not deny that our methodology was centred around the C-TOC tool, it is grounded in a specific application as per our motivation for the study. Had we adopted another methodology (i.e. that of Clapp and Gazzeley), we would only be able to comment on abstract tasks, possibly of little contribution to CHI. Furthermore, the C-TOC tasks we selected were open-ended with several correct responses, rather than single-response-based closed tasks. Therefore we required a methodology to capture the range of responses in these tasks.

CJ: I think in terms of generalizability we need to very carefully justify using the specific low- and high-demand interruptions that we did: what kind of naturalistic interruptions can they inform on, which ones do they not tell us anything about?

   Related Work

   While the authors have grounded their research in many areas of prior

   work, R3 would like to see a deeper comparison of how their work is

   different from the other assessments cited by the authors. 

MB >> re: related work, I have the feeling that R3 is unclear about the difference between the C-TOC assessment tool and empirical studies of interruptions with older adults (Farrimond, Clapp and Gazzeley).

   Methodology

   R1 addresses several concerns about the methodology used in this

   evaluation that should be addressed in the rebuttal.  These concerns

   include: 

   * The design of this study was focused for the C-TOC system, and not in

   solving the larger problem in defining and measuring COI. 

MB >> re: methodology, defining the COI was not our motivation, nor the contribution we intended to make. It is a parallel problem that emerged during the design of our study, obviously a open research problem for the CHI / human factors community. Our motivation was primarily to ensure that C-TOC works in the home.

CJ: I agree here; the purpose was to understand the impact on unsupervised computerized test taking, nothing more nor less

   * This evaluating is trying to study complicated phenomena with

   measurements that are too coarse

MB >> re: related work, historically, coarse measurements of COI have been as coarse as task resumption (a binary response, O'Connail). We had three measurements at different scales: admittedly,  task Completion time is coarser than task resumption lag time, which is why we analysed both of these. Accuracy was finely-tuned (we accounted for partially correct solutions, not a binary correct/incorrect response). I struggle to see how much finer we could get. I should mention that we captured contextual and personal variables (sex, age, time of day, place, etc.), none of which had an interaction effect on the results.

   * The paper did not offer enough discussion regarding why an equal number

   of verbal and spatial tasks were not used, to minimize practice effects

MB >> re: methodology, this reflected the amount of C-TOC test materials and the length of subtasks (8 spatial tasks took much longer than 10 verbal tasks).

   * The paper not including enough details reasoning for adding a 2s lag

   before presenting interruption.

MB >> re: generalizability, external validity - interruptions are seldom immediate. Justification in Altmann, Trafton, Iqbal, and Hodgetts refs. 

   A more minor concern is that the authors do not state the evaluation

   environment and if the participants were observed during the test, or if

   they were alone.  Knowing this information, would give the reader an

   additional clue about the generality of these results. 

MB >> re: methodology, mostly in a clinic, some (6) at a community centre. participants were observed. context and experimenter differences didn't interact with other DVs.

CJ: this is important and should be very clearly addressed in the paper. It is conceivable that people, when they are alone, deal quite differently with interruptions. So generalizability of our findings must take that into account.

   Participants

   All of the reviewers had questions about the participants who were

   included in the analysis, and wanted more information about the

   participants abilities.  

   *R1 and R2 were concerned about excluding participants who scored low on

   the MOCA and the NAART, since these individuals are representative of

   users in this age group? They were both concerned that their exclusion

   reduces the generalizability of this studies findings, to only focus on

   older adults. 

MB >> re: methodology / participants, factor explosion, time and accessibility of participants. We plan to recruit older adults with MCI/CIND in future work. healthy older adults are already difficult to recruit. 

CJ: agree: first interruption effects need to be gauged when cognition is not impaired. Then we can move on to clinical groups.

CT: agree with the study plan (healthy then clinical groups) but hesitant to mention difficulty of recruitment despite being the fact.

   *R2 would like to see more discussion about why the users were divided

   into the three age groups, beyond the citation to Craik et al.

MB >> re: methodology / participants, for purpose of balanced age groups in our experimental design with a finer distinction than old/young, we sought a spread of ages rather than a bimodal participant population (i.e. university students and retirees). 

CT: I think we had this in our motivation already - that no prior study compared effects of interruption on old/young - emphasize this as a contribution?

   *R3 was interested in knowing the education levels of the older adults,

   since this can impact their ability to follow instructions well enough to

   avoid the impact of distractions.  Knowledge about the user's computer

   expertise would also be helpful here. 

MB >> re: methodology / participants, this was the purpose of the NAART. all participants were familiar enough with a mouse. the C-TOC test requires very little computer expertise aside from that.

   Generalizability

   The authors mention that they did not intend to map their interruption

   tasks to specific household interruptions, but it would be helpful if

   they could provide examples of the kinds of naturalistic interruptions

   the active and passive ones they implemented represent.   R2 suggests the

   authors add a discussion about the relationship between the interruptions

   used in the study, and common interruptions encountered in the home.  

MB >> re: generalizability, can we cross-cut active and passive to CT's taxonomy? 

   Additional Comments

   * R1 did not agree with the authors about which findings were surprising.

    This could be resolved by either changing the wording, or explaining why

   they were surprised by these findings. 

MB >> re: results, cog. aging literature and interruptions literature both pointed to interaction effect, compounding effect of age and interruption demand. The fact that this was not universally found surprised us.

   *R1suggests adding more diagrams, and a timeline presenting task

   interactions.

MB >> re: methodology,  I have this in my thesis. WHERE could this be added? NO SPACE!

   * Currently, the paper isn't consistent about using the phrases "old

   adults" and "older adults" 

MB >> re: fixes, noted. it's possible that OLD = 70+ participants in the study, while older meant older adults (55+) in general.

   * This sentence could use more framing and explanation: "With regards to

   accuracy, the main age effect was at a trend level (p = .078).?  

MB >> re: results, "With regards to accuracy, the effect of age was at a trend level (p = .078), wherein OLD adults were less accurate than YOUNG adults." 

   * Table 1 is confusing since it doesn't consistently report ACTIVE and

   PASSIVE results. For example, the table states that there was no age

   difference for PASSIVE interruptions for completion time during the

   Spatial task, but were there differences for ACTIVE interruptions?

MB >> re: results, they didn't read the caption: "The effect of age was found everywhere except where noted.". WE DIDN'T HAVE SPACE FOR EVERYTHING.

Associate Chairs Additional Comments 

The Review

Areas for Improvement

------------------------ Submission 121, Review 1 ------------------------

Reviewer:           external

Your Assessment of this Paper's Contribution to HCI

   This paper examines the effects of interruptions on 3 separate user

   groups, differentiated by age. The ultimate aim is to examine whether a

   home-based triage (C-TOC) for cognitive impairment is possible in the

   presence of uncontrolled interruptions. 

Overall Rating

   3.0 - Neutral: Overall I would not argue for accepting or rejecting this paper. 

Review

   The paper begins with a good justification for the development of C-TOC

   and that software's value is not in question. The paper then presents an

   examination of previous literature on the "cost of interruption" and

   finds that there is little consistency in the existing literature. There

   appears to be no universally accepted definition of what might constitute

   the COI and thus no single accepted methodology for measuring it. The

   authors thus create their own methodology. However, some of the choices

   made by the authors are driven by the needs of the C-TOC system, leading

   to some methodological choices that might otherwise not have been made if

   the authors had only been examining the COI (e.g. the numbers of verbal

   and spatial tasks being different). 

   An experiment was conducted and empirical data presented in the paper.

   However, the conclusions do not seem compelling and reflect the

   contradictions in the literature. My interpretation of this is that a

   much finer scale experiment is required to really understand what is

   going on. The experiment conducted here provides interesting hints at

   interesting findings, but much more detailed data needs to be collected. 

   As such, I found this paper very interesting, but of limited value for

   this conference.

MB >> re: motivation, suggest a venue? a finer-scale experiment means dropping the C-TOC application from the work, and it becomes a Psyc. journal paper, which is not our motivation.

Expertise

   4  (Expert )

Areas for Improvement

   As discussed above, my big problem with this paper is that it is trying

   to examine really quite complex phenomena using pretty coarse measures.

   While those measures are arguably sufficient for the design purpose of

   C-TOC, they are not sufficient for the title of the paper. 

MB >> re: methodology, R1, this is of little value to us unless you suggest finer measures. Our measures are fine relative to prior work outside of Cog. Psyc. See above for title comment.

CT: Unfortunately this is not an iterative rebuttal process if I understand correctly so it’s unusual to ask reviewers for clarification in a rebuttal.

   Overall, the paper provides much detail about the experimental

   methodology, but does not present it in an accessible way. A few diagrams

   would have helped tremendously, especially a timeline representing the

   user-computer interaction during a task, with the components of times

   clearly labelled and which parts counted towards the final "completion"

   times. 

MB >> re: methodology, I have a diagram, but it's large. Where can it fit? Similarly, a diagram would make completion time clearer, but where does this fit? Completion time is total uninterrupted task time (not including reading the task instruction time). 

   I understand why 10 and 8 tasks were chosen for verbal and spatial

   respectively, but for the purposes of this paper, it would seem to be

   more balanced to make them both the same number. As things stand, the

   users would be more practised with one task than the other by the end of

   the session simply by having been more exposed to it throughout the 90

   minutes. Such a design gives the unfortunate impression of this paper

   being a sideline for the main experiment of the authors, namely to see

   whether C-TOC works. Given the importance of the question being asked by

   the paper title, it would seem that a dedicated experiment would have

   been more appropriate here.

MB >> re: motivation, I will not deny the importance of finding out whether or not C-TOC works in the context of interruptions. Notice how we never attempted to compare between tasks, nor did we care about how practiced one is with the verbal task vs. the spatial task. They were analysed separately. They were separate experiments with similar methodologies. 

CJ: important point: the motivation was not to find out whether CTOC works but to preliminarily gauge whether interruptions pose a threat. Much work still to be done. I wonder if the title should be reworded to reflect this

   Why was a lag of 2s used before presenting the interruption? The

   reference to existing literature does not provide sufficient explanation.

MB >> re: generalizability, see above comment re: external validity.

   Why were the participants who scored less than 26 on MOCA excluded? If

   they were genuinely representative of the cross-section of users in that

   age group, why exclude them? By doing so, the authors invite the

   challenge that the paper title ought to be "...on healthy older adults

   with no impairments..."

MB >> re: methodology/participants, this is future work. before we can hope to understand the effect of interruptions on older adults w/ MCI/CIND, we need to understand the effect on healthy older adults.

   Figure 3 - the final row of graphs are incorrectly labelled as % but only

   go from 0 to 1.00 (not 100).

MB >> re: fixes, Noted.

   Some of the author comments about results that they found "surprising"

   were unexpected. For example, that users found the passive interruptions

   to be as annoying as the active ones is not really that unexpected.

   Anything that distracts from a task can be annoying, regardless of the

   nature of the interruption. However, different interruptions and

   different tasks will provide different levels of annoyance. This

   experiment does not collect enough data to say anything profound on such

   issues.

MB >> re: results, see above comment to meta-review re: surprising results. we can refer to CT's work on annoyance of various interruptions in the field work.

   Indeed, that would be my principal criticism of this paper. The title is

   ambitious and interesting, but ultimately the paper describes one

   experiment that it is difficult to see making a solid claim for

   representing "generic" user behaviour.

MB >> re: generalizability, "generic" behaviour during a computerized assessment test? or "generic" in general? again, a balance b/w precision and realism, hence controlled interruptions.  

------------------------ Submission 121, Review 2 ------------------------

Reviewer:           external

Your Assessment of this Paper's Contribution to HCI

   My assessment of this paper is very positive.  The authors have

   identified a clear need for this line of research.  As a result of

   population aging we will need to rely on more efficient ways to identify

   individuals suffering from cognitive impairment.  In home computer-based

   assessment seems like a reasonable way to go.  The authors identify a

   particular problem related to in-home assessment:  the detrimental effect

   of interruption on assessment scores, and how this effect might depend on

   age, the nature of the primary task, and the nature of the interruption. 

   The presented experiment is well-grounded in prior research and makes a

   useful empirical contribution to help us understand the impact of task

   interruption on home-based cognitive assessment.  This information is

   vital to our understanding of the validity of this type of assessment

   method.    

   In addition to empirical work, the authors provide 1) a nice set of ideas

   for future studies, and 2) potential algorithms for detecting when

   interruption has occurred to increase the validity of assessment.   

   In general, I think the paper makes multiple useful contributions.  

Overall Rating

   4.5 . . . Between possibly accept and strong accept 

Review

Expertise

   3  (Knowledgeable)

Areas for Improvement

   1) The authors provide a reference for dividing participants into three

   groups in the way that they have, but this probably deserves more 

   discussion.  It seems somewhat arbitrary.  I was also curious why this

   approach was taken instead of a regression-based approach.  

MB >> re: methodology/participants, see above comment re: participants (balanced groups, finer distinction b/w young and old)

   2) I think that the authors need to spend some time discussing how the

   type of interruption imposed in the current study might differ

   substantially compared to the type of interruption that might be

   experienced in an in-home setting (e.g., a neighbor knocking on the door,

   phone call, etc.).  A note of caution about generalizing from the current

   n-back task to any type of interruption an older adult might encounter is

   encouraged.  

MB >> re: generalizability: a note of caution is fine. But I hope that any reader would realize this without it needing to be explicit. Obviously the n-back represents a range of possible interruptions w/ varying cognitive demand.

   3) A number of participants were excluded due to potential cognitive

   impairment, and I was hoping the authors could 1) discuss the

   justification for exclusion more, and 2) indicate whether their inclusion

   has a substantial impact on the pattern of results.  In a sense, these

   individuals are the very target population the authors are most

   interested in, i.e., the individuals this cognitive assessment is

   targeting.  

MB >> re: methodology/participants, We didn't record their participation because we gave them an alternate, shorter version of the study. See my comment to R1 and meta-reviewer.

------------------------ Submission 121, Review 3 ------------------------

Reviewer:           external

Your Assessment of this Paper's Contribution to HCI

   This paper demonstrates that distractions do not impact the task accuracy

   scores in computerized cognitive testing, but however, distractions do

   have a stronger effect on older adults in terms of how long it takes them

   to resume the primary task. 

Overall Rating

   4.5 . . . Between possibly accept and strong accept 

Review

   This paper begins with a good motivation for why interruptions are a

   problem with cognitive testing, particularly web-based testing done in

   the uncontrolled environment of the home. The authors also present

   related research from the ageing literature and make well-informed

   hypotheses about the effects of interruptions on performance on

   computerized cognitive assessments between the old and young. As working

   memory declines have been implicated in the prior research as the source

   of poorer performance for older adults, the authors chose wisely to

   select primary and distractor tasks that load on working memory. 

   One piece of missing information on the study participants were their

   education levels. The education levels of the older adults in particular

   may affect how well trained they are in performing computerized tests.

   Less educated individuals, though literate enough to pass the NAART, may

   have difficulty following (and thus remembering) instructions well enough

   to avoid the negative effects of distractions.

   The results were very interesting. It was interesting to see that even

   though older adults took significantly longer to recover from the

   interruption, the time they took to complete the task wasnít

   significantly longer than the other groups. It was also interesting that

   interrupting the SPATIAL task did not exhibit the same results as

   interrupting the VERBAL task. As these tasks were purposely chosen to

   impose different levels of demand on working memory, it was interesting

   to see that the results reflected this.

   The design implications seem helpful for the design of computerized

   assessments of cognitive ability, as they address the finer points of

   identifying when the user is interrupted.

MB >> re: methodology, contrary to how R1 says our measurements are too "coarse".

   I would have also liked to see the authors explain why their finding in

   the domain of computerized assessments is different from traditional

   assessments by Clapp & Gazzaley and Farrimond et al (the two references

   cited by the authors). 

MB >> re: methodology, Our study and these studies sit along a continuum between precision and realism. 

Expertise

   3  (Knowledgeable)

Areas for Improvement

   - report on education levels of participants, if available.

MB >> re: methodology/participants, not collected, but this is why we used the NAART.

   - explain why their finding in the domain of computerized assessments is

   different from traditional assessments by Clapp & Gazzaley and Farrimond

   et al (the two references cited by the authors). 

MB >> re: related work, their use of the word "assessment" is confusing. See above comments. 

